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#1 WHY DOES PERFORMANCE MATTER?

All of us at JvM/TECH are obsessed with creating the best user experi-
ence in our products. Many studies have proven that — in addition to  
research, UX, and design — the perceived performance is a major factor 
adding to the user experience.

https://twitter.com/lukew/status/950409208280760320 

Speed is demonstrably a tangible product advantage, without which the 
breakthrough of Google or Amazon, for example, would not have been 
possible. Of course, the topic is not new; nevertheless, the many studies 
and thus the needs of the users are neglected by many sides, even 
when it comes to large web relaunches.

Improved loading speed correlates 
significantly with lower bounce rates 
and better conversion rates.  

Otto Group’s Chief Digital Officer, Sebastian Klauke.

https://twitter.com/lukew/status/950409208280760320?s=20
http://jvm.tech/
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There are major differences between devices and countries, which 
means that for international sites in particular the issue of performance 
is immensely important. 
Below is some exciting data from almanac.httparchive.org.

Distribution of websites (5.8 m) labeled as having fast, moderate, or 
slow FCP, broken down by device type (HTTP Archive Almanac 2019).

https://almanac.httparchive.org/
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Some brands have understood this and are building their own dedicated 
teams for the area of performance, but often without success! 
The overall “performance culture” is missing in the projects and in the 
infrastructure team.

The web has developed rapidly in the last few years and constantly 
offers new possibilities to continue #ClosingTheAppGap through e. g. 
PWA, web VR/AR, or other native features. Good performance remains 
as the basis.

We as JvM/TECH want to push the web forward!  

To this end, we have started a daily web performance series, which 
offers detailed technical performance insights, best practices and 
illuminates the entire technical range of the topic.

Our founders formed the mantra: “Momentum, the force that 
advertising needs today.” We proclaim in the digital space:

PERFORMANCE CREATES MOMENTUM!

http://jvm.tech/
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#2 HOW DO YOU MEASURE WEB PERFORMANCE?

“If you can’t measure it, you can’t improve it.” This is also true when it 
comes to web performance. We can distinguish between tools for 
management and tools for developers. The first category can provide a 
quick overview, the latter one provides deep technical insights.

HERE ARE OUR SEVEN FAVORITE MEASURING TOOLS:

CrUX Dashboard

My absolute favorite for a quick management overview is the free CrUX 
Dashboard for Google Data Studio. Here, you can enter your domain (or 
that of the competition) and get a quick overview of the performance of 
the site. 

The results are not lab values, but real field data from anonymized real 
Chrome users! With the shortcut, you generate your dashboard: 
https://g.co/chromeuxdash

Here is an example using www.jvm.com:  
https://datastudio.google.com/reporting/b5d9c937-19c2-4153-b832-
144be527c073 

https://g.co/chromeuxdash
http://www.jvm.com
https://datastudio.google.com/reporting/b5d9c937-19c2-4153-b832-144be527c073
https://datastudio.google.com/reporting/b5d9c937-19c2-4153-b832-144be527c073
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Pro tip: Google stores the data in a freely available BigQuery table; i. e. 
you can also build your own SQL queries or integrate this data into your 
dashboard environment.  
https://developers.google.com/web/tools/chrome-user-experience-report

SpeedCurve

There are a lot of good commercial tools in the performance segment, 
but I would like to discuss just one today. SpeedCurve offers “Real User 
Monitoring” and synthetic performance tests, like some other players. 
But SpeedCurve also offers real, personal audits for $2,499.  
Why do they call it SpeedCurve? This is where Steve Souders, who 
made the subject of web performance big during his career at Yahoo, 
Google, and Fastly, works. https://speedcurve.com/

Lighthouse

The Lighthouse value is a cumulative value that is currently available in 
version 5. Lighthouse not only considers performance, but also accessi-
bility, best practices, SEO, and progressive web app support. Google will 
switch to version 6 in the near future, where the value  
“Largest Contentful Paint (LCP)” will be assigned higher weighting. 
  
https://www.webpagetest.org/lighthouse 
https://github.com/GoogleChrome/lighthouse/blob/master/docs/scoring.md (scor-
ing model)

BMW.com (developed by JvM/TECH): 
https://www.webpagetest.org/result/200419_93_7caa93e6e3ad6c9e6e6920d-
e801b0f86/

https://developers.google.com/web/tools/chrome-user-experience-report
https://speedcurve.com/
https://www.webpagetest.org/lighthouse
https://github.com/GoogleChrome/lighthouse/blob/master/docs/scoring.md
https://www.webpagetest.org/result/200419_93_7caa93e6e3ad6c9e6e6920de801b0f86/
https://www.webpagetest.org/result/200419_93_7caa93e6e3ad6c9e6e6920de801b0f86/
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PageSpeed Insights 

For years, the PageSpeed and Lighthouse scores on Google were dif-
ferent; Google has now adjusted this. In the last few years, Google has 
managed to make PageSpeed the industry standard. In addition to the 
Lighthouse value, the Page Speed Insights show real field data,  
as Google also uses the CrUX data.  
https://developers.google.com/speed/pagespeed/insights/?hl=de

Webpagetest.org 

The tool of choice to get good technical insight. At the same time, it 
helps to exchange objective information between developers, service 
providers, and DevOps. Measurements can be taken from different lo-
cations, browsers, and emulated network speeds. The user quickly gets 
a first rating for their site, as well as many detailed metrics such as First 
Contentful Paint or First CPU Idle. 

The core is the waterfall diagram, where the load flow of the page can 
be analyzed and the headers can be viewed. Advanced features are the 
processing breakdown and the advanced mode to block specific 
requests. 

BMW.com looks and feels awesome. 
Just had to run a Lighthouse test to confirm 
that it is indeed great at performance. :) 
Quite refreshing to see such a good site. 
I’m getting used to seeing really poor sites 
from top companies these days, so this made 
me happier. :D  

Jose M  Perez, Solutions Engineer at Facebook 
for Performance and User Experience Optimization  

https://developers.google.com/speed/pagespeed/insights/?hl=de
https://www.linkedin.com/in/jmperezperez/
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Chrome DevTools

The Swiss Army knife for developers. Period. Going any deeper here 
would go beyond the format. Who better to take over here than Kayce 
Basques? Kayce regularly reports on the latest DevTools features on 
YouTube.  
https://developers.google.com/web/tools/chrome-devtools/speed/get-started 
https://www.youtube.com/user/ChromeDevelopers/videos

Ryte

As a proud Ryte Solution Partner, I feel this tool is essential. Ryte is a 
comprehensive tool for measuring and, above all, continuously monitoring 
the quality of your website. Ryte regularly crawls your entire domain and 
finds a large number of technical errors (e. g. wrong canonical, titles, 404, 
etc.). In the Performance tab you can find the slow pages on your do-
main according to the above-mentioned PageSpeed criteria. With Search 
Success you can deep-dive into the Google search console data, with 
many more possibilities, e. g. finding a CTR underperformer. It’s a great 
tool to keep track of the quality of your website. 
https://en.ryte.com/

https://developers.google.com/web/tools/chrome-devtools/speed/get-started
https://www.youtube.com/user/ChromeDevelopers/videos
https://en.ryte.com/
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#3 THE PERFORMANCE DEVICE GAP

As content consumption on the web is shifting from desktop to mobile, 
we’ll need to be aware of significant differences between those mobile 
devices. 

Typically, we assume that our web app behaves roughly the same way 
on different devices. But sadly, this is not true. And it’s not just about 
the browser or some ancient OS versions. It’s about the device itself.

Vendors push low-end devices on the market, designed to be affordable 
to a wide range of consumers. For developers like us, this means that 
the processor power and therefore performance of our websites varies 
a lot.

Why does this matter? As the JavaScript we need to add interactivity to 
our website is mainly executed in a single thread (except for web work-
ers and service workers), which consumes CPU power. This thread is 
called the main thread and runs on a single core. The main thread is the 
thread from which all other threads will be spawned and workload will 
be distributed to other cores.

The problem is that the browser’s renderer process is also run in the 
main thread. The main thread of the renderer process handles the code 
needed to render the page. It parses the HTML and assembles the 
DOM, it parses and applies the CSS to the DOM, and, finally, it parses, 
evaluates, and executes the JavaScript.

In conclusion, any time the main thread is busy doing something, the 
website may not respond to interactions, which ultimately delivers a bad 
user experience. 

So, the main metric we have to look at is single-core performance. 
This characteristic varies a lot between devices. There is a huge gap be-
tween the higher end and the lower end in the market. 
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Addy Osmani has put together a chart that illustrates how significant 
that gap actually is.

https://twitter.com/addyosmani/status/1194164072163368960 

What can we do to improve the situation for lower-end mobile devices? 
We should carefully monitor the performance of our site and try to 
bring down the load of the main thread wherever possible. Besides 
compressing the assets served, there are several strategies that can 
help out with this problem:

https://developers.google.com/web/fundamentals/performance/optimizing-javas-
cript/code-splitting

https://developers.google.com/web/tools/chrome-devtools/coveragehttps://web.
dev/apply-instant-loading-with-prpl/

https://twitter.com/addyosmani/status/1194164072163368960
https://developers.google.com/web/fundamentals/performance/optimizing-javascript/code-splitting
https://developers.google.com/web/fundamentals/performance/optimizing-javascript/code-splitting
https://developers.google.com/web/tools/chrome-devtools/coverage
https://web.dev/apply-instant-loading-with-prpl/
https://web.dev/apply-instant-loading-with-prpl/
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#4 WEB PERFORMANCE BASICS

Critical Rendering Path

20 years ago the web was simple. To access a website you only needed 
to request a single HTML file from a server, which then rendered it as 
formatted text in your browser. Things have changed a lot since then. 
Today, websites consist of multiple files that need to be processed and 
downloaded by the browser to fully render the page.

Of course, this process can be optimized. Before we share a quick tip 
on how you can do this with your own site, it is good to understand the 
so called “Critical Rendering Path”: the browser loads the HTML file 
first — as in the old days — but then fetches all the referenced files and 
assets. JavaScript, CSS, and fonts block the rendering process by de-
fault, i. e. a simple CSS @import statement or a JavaScript that fetches 
additional scripts can slow down the page performance significantly. 
Here are some good deep dives. 
https://youtu.be/e1gAyQuIFQo

Reordering the HTML elements 

But did you know you can easily increase the perceived performance of 
your web app by simply reordering the elements in your page’s <head> ?  
Let’s dive in to see how!

The metric we are going to optimize with this simple trick is the First 
Contentful Paint (FCP). It describes the time that the browser needs to 
give the user a first visual hint of how the rendered page will look at 
the end of the rendering process. The result of the FCP is not necessar-
ily close to the full page. Generally it is just a few colored blocks as 
resources like images and fonts still need to be downloaded.

https://youtu.be/e1gAyQuIFQo
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For a speedy experience on your website the first element in your 
<head> should be <meta charset=”utf-8”> — this will overwrite the 
browser’s default encoding if it’s not already UTF-8. The reason it 
should come first is that the browser needs to restart processing the 
document as soon as it encounters a tag like this, as it might have 
parsed content with the wrong encoding already. 

A similar reason applies to <meta http-equiv=”X-UA-Compatible” 
content=”...”>, which should come second. However, note that this one 
(with all other http-equiv tags) should rather be transferred as HTTP 
headers, as those can be processed before rendering even starts.

Another common tag is <meta name=”viewport” con-
tent=”width=device-width, initial-scale=1”>. This should come 
next — but in particular should come before you load any of your cus-
tom CSS. That is because the viewport is actually evaluated like CSS 
and would cause a reflow. If you put the tag after your CSS, a reflow 
would be visible to the user, which you don’t want.

Now there’s room for your <script> tags, or preferably your one and 
only <script> with your bundled JavaScript. The reason it’s good to 
bundle is that it will decrease the number of requests that have to be 
carried out to show and use your website. When embedding your bun-
dle, the following should be common by now: use the async attribute. 
Otherwise the browser will completely halt rendering until the JS has 
been downloaded and executed. That’s because the browser can’t 
know if your script might do things like document.write(), which would 
have influence on rendering. With the async attribute, you’re promising 
the browser that your script isn’t needed to render the page and can be 
downloaded and executed asynchronously from rendering.



13

jvm.tech

Last, but not least, add your stylesheets to the mix before adding any 
other tags like <meta name=”description” content=”...”>. There are 
multiple ways to go about your CSS. The first one would be to use a 
<link rel=”stylesheet”> element to point to your external source. 
The problem with this is that the browser again needs to download the  
resource before it can proceed with rendering. But fortunately for you, 
there are two ways to work around this bottleneck. You can either add 
the CSS that is needed to render the page above your fold to a preced-
ing <style> element, or you can think about inlining your CSS all along, 
making other external pages unnecessary.

These simple steps should help you increase the perceived performance 
of any website. Simply by reordering the elements in the head of your 
page.

https://developers.google.com/web/fundamentals/performance/critical-render-
ing-path?hl=de 

https://medium.com/@jesca/intro-web-performance-and-optimiza-
tion-49887efe3b05

https://developers.google.com/web/fundamentals/performance/critical-rendering-path?hl=de
https://developers.google.com/web/fundamentals/performance/critical-rendering-path?hl=de
https://medium.com/@jesca/intro-web-performance-and-optimization-49887efe3b05
https://medium.com/@jesca/intro-web-performance-and-optimization-49887efe3b05
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#5 NETWORK OPTIMIZATION

Since the earliest days of the Internet, they have been the backbone of 
every page view: Hypertext Transfer Protocol, or HTTP, and DNS, the 
Domain Name System.

It’s a two-step procedure. First, the browser takes the hostname from 
any given URL and feeds it into DNS to look up the IP address of the 
remote server. Then, after connecting the server, HTTP is executed to 
load the desired data. It’s a stateless, repeated procedure, done for ev-
ery asset needed. So it takes time. Time that can be reduced using 
suitable measures.

Evolution of HTTP

It took eight years from the invention of HTTP by Tim Berners-Lee in 
1989 to HTTP/1.1, the proper standardization in 1997. For more than two 
decades, HTTP/1.1 was used to deliver the World Wide Web. 

HTTP/1.1 introduced many performance-friendly features like connection 
reuse, chunks, and cache control. But it’s still a single-document-proto-
col, and content-heavy sites had to use sprites and domain sharding to 
achieve tidy performance.

Then, in 2015, HTTP/2 evolved for greater performance. The protocol is 
binary, multiplexed over one connection, and uses compressed headers. 
Server push allows data to be added to the client cache in advance of it 
being required. Today, HTTP/2 is used by 44 % of all websites.

The next level, HTTP/3, is due for publication shortly. With the move 
from TCP to UDP, communication setup is faster and content transfer 
more stable. The proposed successor to HTTP/2 is already available on 
Chrome, Firefox, and Safari. 
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Reduce your DNS footprint

On average, a single DNS lookup requires 20—200 milliseconds to com-
plete, depending on network speed, DNS provider, and location. Valu-
able time, which can add up to several seconds for a website with a 
good deal of content suppliers and marketing tools.

DNS speed of jvm.com, source: https://www.dnsperf.com/dns-speed-benchmark
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To reduce your DNS footprint you should do fewer DNS lookups, without 
unnecessary repetition, prioritized, and preferably fast.

The first and most promising optimization is to reduce DNS lookups and 
deliver as much as possible over a single domain. For example, do not 
use subdomains for assets like https://images.example.com/. It’s faster 
to use folders to structure your data, e. g. https://example.com/images. 
The same applies to third-party content like Google Fonts or JavaScript 
libraries. Use your own server or CDN and get rid of DNS lookups for 
third parties.

DNS lookups are cached in browsers and (intermediate) name servers. 
As long as the cache is not expired, subsequent lookups can be provid-
ed without connecting another server. As a guide, a timeout of 24 
hours (86,400 seconds) is recommended.

To prioritize DNS handling for resources needed above-the-fold, instruct 
your browser with hints in the HTML header (<link rel=”dns-prefetch” 
href=”https://subdomain.example.com/” >) or HTTP response (Link: 
<https://subdomain.example.com/>; rel=dns-prefetch). Other resources 
like JavaScript for analytics or retargeting are not needed immediately 
on loading. If they are loaded asynchronously, their DNS footprint is de-
ferred, too.

DNS lookups are slow if you use CNAME since the name server has to 
resolve a second domain. You might need CNAMEs for infrastructure 
like CDN. But if not, opt for using A and AAAA records.
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Finally, a fast DNS provider helps to speed up the remaining DNS look-
ups.

Average speed of authoritative DNS providers, source:
https://www.dnsperf.com/

https://developer.mozilla.org/en-US/docs/Web/Performance/dns-prefetch

https://www.dnsperf.com/ 
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#6 CDN, CACHING, AND LOCAL STORAGE

Often, journeys take a lot of time. And the shorter the distance, the 
sooner you’ll arrive. This everyday wisdom applies to data transfer, too. 
You’ll want to minimize latency: the time it takes for the data to reach 
the user. And you’ll want to reuse already processed data as often as 
possible. This is the world of high-speed data storage called caching. 

Cascading caching layers

From user to server, there are four layers to be considered: browser, 
local network, Internet, and computing infrastructure.

Every browser has a cache. It stores every page or asset and reuses it 
if it’s clear that the cached version is not outdated. 
The detailed procedure is explained below. With hardly any latency, this 
cache is the fastest. It is also private to the user and, therefore, 
managed separately from other (public) caches. The cache operates 
transparently in the background, is part of the transport layer, and 
works best with static data. Web applications can speed up 
datahandling with local storage: a standardized key-value store without 
expiration date.
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Your device is connected to a local network, which provides the gateway 
to the web. Be it a wireless network at home, a LAN at work, or the 
cellular network on the go. In any case, the operator of that network 
might provide a caching proxy server. The proxy returns stored content 
from a previous request of the same client, or even other users of the 
same network. As a result, round trips to the origin server are prevent-
ed and the performance for all connected clients goes up.

While the performance within the local network is largely dependent on 
the respective provider, Internet data flow can be actively influenced by 
the website operators. The biggest performance boost can be achieved 
by using a CDN, a Content Delivery Network. The CDN operates a lot of 
caching nodes in a distributed network, often worldwide. By clever DNS 
routing, the user connects to the nearest node, often in the same city 
or at least in the same region.

In contrast to a proxy server, it’s your service and you can actively 
shape the cache. Be it by automated cache pre-fill, invalidations, or au-
tonomous revalidation of almost expired content. Besides caching, the 
CDN provider might provide additional performance-friendly features. 
Their huge network might allow them to speed up data transfer be-
tween edge nodes and origin servers. Optimization of images or videos 
can be done on the fly. And with edge computing, the provisioning of 
computing capacity near the user, latency benefits are available for your 
dynamic generated content, too. 

Finally, in the computing environment, a reverse proxy can cache con-
tents and balance the load of several origin servers. In the world of mi-
croservices these tasks are often executed by API gateways. Another 
type of cache is used for pre-computed parts of a page. The result of 
database queries, for example, can be kept in in-memory data stores for 
later reuse by application servers.  
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HTTP cache management

Cache management is largely performed by the response header 
“Cache-Control”. It signals to the browser and intermediate caching 
servers (“public”, “private”) who shall keep the file, for how long 
(“maxage=<seconds>”), and how to proceed with stale resources that 
are stored longer than the max. age (“must-revalidate”). 
For efficient caching, all static assets should be publicly cachable, with a 
max. age of one year.

A typical header to cache an asset for a year would be 
“Cache-Control: public, max-age=31536000, must-revalidate”.

After a resource is expired, it is either fetched again or validated to be 
still OK. For validation, the server has to opt in by adding either “ETag” 
or a “Last-Modified” header to the first response. 
Subsequently, the client will use this data in the validation request: 
“If-None-Match: <ETag-Value>” or “If-Modified-Since: <Last-Modi-
fied-Value>”. If the resource is still valid, the response has the status 
“304 Not Modified”. Otherwise the new content is returned 
with — hopefully — “200 OK”.

For more fine-grained cache control, additional values can be added to 
“Cache-Control”. Shared caches will honor “s-maxage=<seconds>” and 
“proxy-revalidate”. The reuse of stale resources can be detailed with 
“stale-if-error” and “stale-while-revalidate”. 
Some proxy and CDN services modify assets, usually to save bandwidth 
and for better performance. This might reduce image quality and can 
become counter-productive if your images are already highly optimized. 
The manipulation of assets can be prevented with “no-transform”.  
And finally, static assets that will never change can be tagged with 
“immutable” to avoid unnecessary revalidation round trips.

Most CDN providers support additional header values and/or configura-
tion options to fine-tune the behavior. This could be, for example, an in-
dividual “maxage” configuration or the timing when a cache pre-fill is to 
be performed.

https://almanac.httparchive.org/en/2019/cdn 
https://www.keycdn.com/blog/http-cache-headers 
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#7 DATA COMPRESSION

Often, data has redundancies. The blue sky of your holiday photo has a 
great deal of identical shade. And the related text might mention the 
location several times. Such duplications can be compressed, which 
results in less data and faster processing.

Compression of HTTP payloads

While most binary assets are already compressed within the file, other 
parts of a page are simply text. HTML, CSS, JavaScript, SVG. Dynamic 
compression is their way to slim down while being transferred from 
server to browser in the HTTP response body.

It all starts with compression scheme negotiation. The browser indicates 
decompression capabilities by listing supported formats in a request 
header: “Accept-Encoding: gzip, deflate, br”. Now, if the server supports 
one of them, the content will be sent compressed. The chosen format is 
indicated in a corresponding response header: “Content-Encoding: gzip”. 
Usually, there are several formats available. The additional response 
header “Vary: Content-Encoding” will help intermediate caching servers 
to honor your decision.

Historically, UNIX “compress” was the compressor of choice, but today 
it’s mostly replaced by “deflate” and “gzip”. Both algorithms are very 
similar, specialized to stream data, but differ in data format and 
checksum algorithm. The youngest member of this family is Brotli, 
content-encoding type “br”. With denser packing and special predefined 
dictionaries, it outperforms the classic methods by roughly 20 %.



22

jvm.tech

The recipe for an optimal compressed payload is simple:

  Test your site on webpagetest.org and check in “Performance Review” 
if all text-based resources are compressed with gzip.

  If needed, fine-tune your server/cloud setup and add compression 
accordingly.

  Today, most browsers (93 %) support Brotli. You should too. And it’s 
easy. Often it takes less than five minutes to activate those extra-slim 
responses.
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Compression of files

The largest part of a typical web page is usually occupied by assets. Im-
ages, audio files, and videos. Those data types often contain a large 
share of redundancies: 90 % or more is not uncommon. Depending on 
data format and utilization, a lot of different file formats and data 
compression techniques have been developed. 
They come in two flavors: lossless and lossy.

Lossless compression, which is used, among others, for GIF and PNG, 
preserves the original but provides a mild compression rate only. Lossy 
compression, used for JPG or MP3 for example, shows off with great 
compression rate by removing (hopefully not perceivably) some details.

For best performance, unnecessary metadata should be stripped off. 
Additionally, image size and bitrate for video and audio can be adjusted 
to the exact requirements. And rethink your data format. 
A logo, icon, or chart might perform much better vectorized: use SVG 
wherever possible.

But don’t stick to the past. New data formats and compression tech-
niques are being developed constantly. For modern browsers, offe 
images as WEBP and WEBM for videos.

https://www.brotli.pro/enable-brotli/

https://medium.com/oyotech/how-brotli-compression-gave-us-37-latency-improve-
ment-14d41e50fee4

https://developer.mozilla.org/en-US/docs/Web/Media/Formats

https://developer.mozilla.org/en-US/docs/Web/HTTP/Compression

https://www.brotli.pro/enable-brotli/
https://developer.mozilla.org/en-US/docs/Web/HTTP/Compression
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#8 CSS PERFORMANCE

The web community has come a long way from simple text-based web 
pages with no unique styling at all, onto elements cleverly arranged in 
tables to implement a layout, all the way to CSS these days, with mod-
ern utilities like Grid and Flexbox. 

When styling your webpage using CSS, however, there are a few things 
to consider to keep your user experience speedy. This article will give a 
you a brief overview of two of them to start with:

Animations and transitions

There is barely any website today that doesn’t present a fancy effect 
when the user is hovering over a button. 

https://twitter.com/aaroniker_me/status/1245973939291111424 

When implementing those animations, you shouldn’t go crazy, but 
rather limit yourself to using only two CSS properties: opacity and 
transform — in the ideal case, you’ll really only use the latter. This also 
means you should avoid throwing transition-property: all on your  
animated element. Why is that?

To understand this you need to know how the browser brings your CSS 
to life. This is done in three steps: the rendering engine establishes the 
layout. The simplified result is a wireframe of boxes. Then this 
wireframe gets painted, which literally means colors and other visual  
elements get added to the wireframe. This is done in layers. Those 
layers then need to be composited in the correct order (of course, you 
want background images behind content images, for example), which 
then results in the rendered page. In summary, those three (always 
consecutive) steps are: layout, paint, and composite. For further 
understanding of this process we recommend Paul Lewis’ article on 
rendering performance.

https://developers.google.com/web/fundamentals/performance/rendering
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Now the reason why animating transform (no matter if done via JavaS-
cript, a @keyframe animation, or a transition) does not hurt too much 
is that the browser only needs to perform the last step in this process 
again: compositing. This is because effectively you are only shifting 
around a painted layer. It’s different with opacity: here the browser 
needs to repaint because it doesn’t know what is behind your faded el-
ement. Now it hopefully also makes sense to you why animating prop-
erties like width is bad practice: the browser needs to re-layout the 
page, repaint it, and recomposite it. That’s costly. 
For a comprehensive overview of which property triggers which step, 
see https://csstriggers.com.

The other thing we want to quickly highlight here, and have already 
done so in other articles of this series, is: keep any eye on your assets.

Stylesheets

Effectively, there are three ways to add styles to your document: 
add an external stylesheet via <link rel=”stylesheet”>, add a 
<style> element to your head, throw a style=”...” attribute on every 
freakin’ element on your page. Obviously, the last option is the worst 
one. And we won’t discuss CSS in JS solutions here.

So we are left with either <link> or <style> — which one to pick? As 
you’ve learned in earlier articles of this series, the browser needs to 
have the CSS as soon as possible in the rendering process in order to 
provide quick visual feedback for the user. As using <link> would 
cause another request the browser needs to wait for to start rendering, 
you should opt for <style> for the first request at least. This will en-
sure the first visit to your web app is definitely fast. But what then? You 
probably don’t want to ship your ~30 KB of CSS with every request, do 
you?

That’s where you might want to introduce another web technology to 
your stack: a service worker. This could load your stylesheet in the 
background, cache it, and then redirect all subsequent requests of a 
visitor to a version of your page with your styles embedded via a 
<link> element.

https://csstriggers.com/
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Stay tuned to learn more about service workers in one of the upcoming 
episodes of our performance series! In the meantime, check your web-
site for the two aspects mentioned above and try to increase the 
performance of your page.

Busting myths

Articles like this work excellently with trilogies. Of course, this one is no 
exception, but with this last section we actually want to bust a myth: 
that the kind of selectors you use to apply your stylings matter in terms 
of performance. When searching the Internet for keywords like 
“css selector performance” you’ll find a ton of articles from around 2010 
touching on that topic, all stating the same thing, which breaks down to: 
keep your selectors as simple as possible, and stay away from pseu-
do-selectors like :nth-child, :nth-of-type, and others.

This was true a few years ago and still partly is today. But this is where 
the web as a platform shines: it constantly develops and evolves. 
Basically, all relevant rendering engines these days have greatly in-
creased in performance when it comes to matching CSS selectors to 
your DOM nodes. Try it out for yourself with this test on CodePen. 
The test matches a set of fairly expensive selectors to a whopping 
50,000 DOM nodes. The difference from the fastest to the slowest 
selector is only 17.48 ms. In terms of 2,000 to 5,000 DOM nodes for a 
web page in the wild, this timing decreases by magnitudes.

So in terms of optimizing your CSS, the same learning as for other 
code-related optimizations applies: concentrate on the big (and often 
simple) topics instead of micro-optimizing.

We hope those three learnings help you to enhance the performance of 
your web page even further! 

https://codepen.io/ivancuric/pen/ZaWxqV?editors=1111
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#9 WEB FONT PERFORMANCE

The influence of web fonts on speed is probably the most underestimat-
ed resource in web development. This depends on an essential piece of 
information: 

Web fonts block rendering, i. e. the browser first loads all fonts and only 
then starts rendering the page. 

There are great and comprehensive articles and conference contribu-
tions on the topic of web fonts on YouTube, e. g. the talk by Zach 
Leatherman at the great performance.now() conference. 

https://youtu.be/FbguhX3n3Uc

The essential information about web fonts:

  Woff2: Woff2 is 30 % smaller than the woff format and is only not 
supported by IE.  
https://caniuse.com/#feat=woff2 

  Font preloading: use “link rel = preload” in the HTML header to pre-
load the fonts. It’s sometimes astonishing how late some pages load 
the fonts in the network waterfall diagram. 

  Font subsetting: use “font subsetting”. Many fonts contain a very 
extensive range of Unicode, i. e. characters are loaded that are not 
required.

https://youtu.be/FbguhX3n3Uc
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  Variable fonts: different font styles are often loaded from one font 
(e. g. bold, light, etc.). The “variable font” has been available for this 
purpose for a number of years, and a large number of font parameters 
can be changed here with one file. Currently only 2 % of websites uses 
variable fonts: there is still a lot of potential here.
https://v-fonts.com/ https://almanac.httparchive.org/en/2019/fonts#variable-fonts-
are-the-future 

  Control the font loading: the easiest way to prevent the blocking 
process is “font-display: swap;” — comparable to async and defer with 
JavaScript. You have even more control with the JavaScript API Font 
Loading API. 

  Self-host your fonts: avoid another DNS lookup and host the font file 
on your server (this also applies to Google Fonts). 

https://medium.com/clio-calliope/making-google-fonts-faster-aadf3c02a36d 

https://medium.com/clio-calliope/making-google-fonts-faster-aadf3c02a36d
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#10 RESOURCE HINTS: PRELOAD, PRECONNECT, 
PRERENDER

On the page-based web, for a long time there was no possibility of ac-
tively controlling the loading process as a developer — with Resource 
Hints comes a simple option to actively control the loading process.  

https://youtu.be/bPQK87mVPMc

Preload

Preload is a new web standard for loading resources for the current 
page: these can be script, style, image, font, and document types. 

<link rel=”preload” href=”carloschi.woff2” as=”font” type=”-
font/woff2” crossorigin> 

For CORS reasons, the attribute crossorigin must also be set for fonts. 
No general recommendation can be made with preload, but any resource 
that blocks rendering during tests should be preloaded with preload.  

Prerender

Prerender not only loads the document, but starts the entire rendering 
process of the page in the background. Ideal e. g. for landing pages with 
a clear CTR. 

<link rel=“prerender“ href=“https://www.jvm.com/en/“> 

Preconnect

Preconnect does not yet trigger a loading event, but starts the DNS 
lookups, TLS negotiations the TCP handshakes. So it is helpful to have a 
domain for later APIs called “warm up”: this can reduce the latency by up 
to 500 ms. 

<link href=”https://www.jvm.com” rel=”preconnect” crossorigin> 

https://youtu.be/bPQK87mVPMc
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#11 JAVASCRIPT PERFORMANCE

Nowadays, web applications are heavily interactive and make use of 
lots of JavaScript. They may be scripts we wrote for the application or 
third-party libraries we rely on. Let’s take a look at some simple advice 
on how we could improve performance.

First, we can leverage caching in the browser. Two main techniques can 
help here. On the client side, we can make use of a service worker to 
control which resources we cache and how. When accessing the DOM, 
we can make sure to cache resources in variables in our code to avoid 
expensive operations. Also, keep a close watch on the scope of your 
variables. The use of global variables and the use of unspecified local 
variables may slow the execution down, as all variables have to be 
examined in the first place. 

If you identify calculations that need a longer time to execute, you can 
think about a web worker to shift work load away from the main 
thread. A web worker can execute these operations while the main 
thread is dealing with other operations.

Also important is tidying up code we maintain over longer periods of 
time. We need to identify the parts of the code that are no longer in 
use and remove everything unused.

Memory usage is also a problem we need to take care of. We should 
profile our code and see if we can save memory, as allocating new 
memory is expensive. Also watch out for memory leaks. The Chrome 
tools (as always) can help to identify those problems when you record 
the pages’ behavior in the performance tab.

Other Chrome tools are helpful, too. There is a good tutorial on investi-
gating performance issues available here https://web.dev/identi-
fy-slow-third-party-javascript/

But before trying to overengineer your performance, one important 
point is not to be missed. Always keep in mind that your code is writ-
ten for other human beings to read. So, make sure they can. And the 
compiler is always happy to help with smaller code optimizations.

https://web.dev/identify-slow-third-party-javascript/
https://web.dev/identify-slow-third-party-javascript/
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#12 JAVASCRIPT: DEFER OR ASYNC?

When adding interactivity to our web pages, we rely heavily on JavaS-
cript. But adding JavaScript comes with a price. The much feared render 
block. So let’s examine what render blocking is and why it’s happening. 

Traditionally, scripts were added within the head tag. When the brows-
er’s main thread was parsing the page it evaluated the script tag, 
stopped the parsing process, downloaded the JavaScript resource and 
executed the script. This strategy led to slow renderings, as the parsing 
process was stopped every time. 

Then developers tried to improve performance by moving the scripts to 
the very end of the source code, which delivered better results but led 
to other problems.   

With HTML5, new attributes for script tags arrived to address this 
problem. Async and defer. Both tackle performance problems in a dif-
ferent way and neither guarantees non-blocking behavior. This needs to 
be addressed in the script itself. But you do have more control about 
what happens when.
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When using the async attribute, the JavaScript file is downloaded asyn-
chronously and then executed as soon as it has downloaded.

When using defer, the JavaScript file is also downloaded asynchronously. 
The key difference is that it is executed when the document parsing is 
completed.

So, the advantage here is that scripts will execute in the same order as 
they are linked in the HTML, which is not guaranteed with async.

This makes defer the attribute of choice when scripts depend on each 
other. Async is fine when you want a script to be executed early in the 
loading process.

https://flaviocopes.com/javascript-async-defer/  

https://web.dev/efficiently-load-third-party-javascript/

https://flaviocopes.com/javascript-async-defer/
https://web.dev/efficiently-load-third-party-javascript/
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#13 WEB PERFORMANCE TIMING APIS

If you are into web performance, you have surely stumbled upon very 
detailed numbers. No matter whether you measure performance with 
webpagetest.org or open the network tab in developer tools. Almost ev-
ery itsy-bitsy internal action to generate a page is visible in waterfalldi-
agrams. And the timing is displayed accurately down to the millisecond. 
Those are synthetic snapshots, and although you can benefit a lot from 
these listings, they are still created artificially. But what about the real 
audience of your websites? They might experience very different load 
behavior due to location, network speed, device, or other influences. 

All of the numbers are reported by the Web Performance Timing APIs. 
With a little JavaScript you can drill into this source of data and report 
the numbers to your preferred analytics provider. 
And, voilà, real timings of real users appear in your dashboards.

For example, you might be interested in the loading behavior of your 
HTML document. It’s the first resource loaded: simply use “window.per-
formance.getEntries()[0].duration”. This will result in, for example, 
“538.0550000118092”. All timings are measured at a sub-milliseconds 
resolution. So it took a little more than 0.5 seconds to load that file.
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Most of the Web Performance Timing APIs are still a work in progress, 
but the basic structure consists of four building blocks with broad 
browser support.

High-Resolution Time lays the foundation for the APIs. 
A sub-millisecond resolution is needed to correctly measure animations. 
If your animation runs at 60 frames per second, single frames are 
painted every 16.6667 milliseconds.

Performance Timeline is the unified interface to various metrics. 
It’s basically a list of performance records: “window.performance.getEn-
tries()”. Each entry is identified by “name” (e. g. URL of page or asset) 
and “entryType”, the type of data represented by that record. 
Additionally, “startTime” and “duration” are always provided as 
high-resolution time.

Navigation Timing, “entryType: navigation”, contains data about an ini-
tial resource that was loaded by the browser. It’s usually the HTML 
document. As an exception, Safari (and IE) do not support navigation 
data in the performance timeline and the old interface 
“window.performance.navigation” has to be used.

Resource Timing, “entryType: resource”, covers all additional resources 
like CSS, JavaScript, and images. 
Navigation and Resource Timing cover all timing information for critical 
moments in navigation and resource loading. They are available out of 
the box. If needed, the application has to collect additional timing 
insights.
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User Timing, “entryType: mark” or “entryType: measure”, enables the 
developer to measure user interaction or duration of script logic. With 
“window.performance.mark(‘markName’)” you add a named entry to the 
performance timeline, and “window.performance.measure(‘mark-
NameA’,’markNameB’)” computes the duration between two such 
entries.

Server Timing, “entryType: server”, allows you to enrich the perfor-
mance timeline with additional data measuring details of server-side 
processing. This could be, for example, detailed routing information or 
the timing of database queries. This API is quite new and implementa-
tions are available in Chrome, Firefox, and Edge. 

Frame Timing, “entryType: frame”, is a proposed extension to measure 
animations. Each frame of an animation has to be computed within a 
small time budget: 16.6667 ms for 60 fps. If the budget is overrun, 
frames are dropped, and the user experience is not smooth and 
responsive. Frame timing will help to identify and remove the 
underlying causes.

https://developers.google.com/web/fundamentals/performance/navigation-and-re-
source-timing

https://w3c.github.io/perf-timing-primer/
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#14 PWA/SERVICE WORKER

When thinking about performance, web technologies always had a rep-
utation of being slow and sluggish, especially on mobile. 

But there is a new technology emerging to address this problem: the 
PWA (Progressive Web App) is based on Web technologies such as 
HTML5, CSS, and JavaScript. It can be opened via the mobile browser, 
and requires no installation from an app store.

PWAs adapt automatically to the respective user interface of the device 
and therefore only need to be developed once to run on all end devices. 
So they can be used on desktop and Smart TVs, too.

https://youtu.be/z2JgN6Ae-Bo

In contrast to a native app experience, a PWA may be found in an app 
store, but can also be accessed via a link.

A key technology when talking about PWAs is the service worker. It’s 
supported by all major browsers. 

For best performance, this technology is enabling developers to bypass 
the network for navigations by implementing caching strategies for re-
quests. 

As building up network connections is expensive due to the nature of 
the underlying protocols, these strategies lead to major performance 
boosts and even add offline capabilities to your site. 

https://youtu.be/z2JgN6Ae-Bo
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How does that work? When a user visits a website for the first time, a 
service worker is installed for that specific website. The service worker 
can now cache often used and rarely updated resources in a local cache, 
for example. In addition, it can be used to preload pages from the site 
to enable a more instant feeling when navigating. But there are also 
several more techniques that can be applied to leverage this technology. 

You can find several excellent resources out there,  
but here is a small selection of our favorites:

– https://web.dev/progressive-web-apps/

–  https://developers.google.com/web/fundamentals/primers/service-workers/
high-performance-loading

–  https://developers.google.com/web/showcase/2016/service-worker-perf 

–  https://abookapart.com/products/going-offline

–  https://www.pwastats.com/

https://web.dev/progressive-web-apps/
https://developers.google.com/web/fundamentals/primers/service-workers/high-performance-loading
https://developers.google.com/web/fundamentals/primers/service-workers/high-performance-loading
https://developers.google.com/web/showcase/2016/service-worker-perf
https://abookapart.com/products/going-offline
https://www.pwastats.com/
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#15 IMAGE AND VIDEO FORMATS

In its first years, the Web was a text-based wasteland with only a few 
image oases available solely through links. This changed in 1993, when 
Marc Andreessen proposed inline images in HTML pages. The <img> tag 
was born and, in this context, image optimization, too. At that time, 
screen capabilities were limited and “Web Safe Colors” a huge topic. 
Only 216 universal colors were usable and realistic image reproduction 
could only be accomplished with fancy image processing like Floyd—
Steinberg dithering.

Today, even your smartwatch has millions of colors and no-one has 
heard about dithering for years. The challenge to deliver the perfect im-
age has shifted to a diverse landscape of ever-increasing screen sizes. 
The web is much more colorful now. Sites typically require about one 
megabyte of image data, but it’s not uncommon to find pages with ten 
or more megabytes. And the next screen size thirsts for even bigger 
images.

Source: https://httparchive.org/reports/state-of-images

The same applies to moving images, be it a video or an animation. The 
requirements increase steadily, and page performance decreases at the 
same time. Thorough asset handling is needed to steer in the opposite 
direction and reduce data volume without sacrificing a high quality stan-
dard. Your steering wheel has three spokes: technique, file format, and 
picture size.
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The best technique: the most lightweight solution

Often, raster images like JPEG and PNG are the first choice for imagery. 
They are cool for photos, but when it comes to geometrical shapes, uni-
form colors, or straight gradients, a written description is much more 
precise and shorter than the thousands of colored pixels encoded in 
traditional image formats. The tool of choice is SVG, Scalable Vector 
Format, which is supported by all browsers and particularly suitable for 
logos, icons, charts, and maps. You might want to use it for your busi-
ness illustrations, too.

A few years back, images were needed for many small design details. 
Rounded corners, shadows, and color gradients, to name a few. But CSS 
has grown up and become really powerful. So throw away your decora-
tive imagery and use CSS instead.

One of the oldest image formats still used today is GIF, Graphics Inter-
change Format. Even if it has been largely replaced by JPG and PNG 
due to quite large file sizes and limited color capabilities, you can spot 
animated GIFs all over the web. But here, too, the file size is enormous. 
You’ll notice the performance boost if you replace GIFs with videos like 
MP4.

The best file format: support latest browser features

The search for the best image file format has never stood still. Land-
marks are: 1987 (GIF, CompuServe), 1992 (JPEG, Joint Photographic Ex-
perts Group), and 1996 (PNG, PNG Development Group). After that, the 
advancement stalled for more than ten years and JPEG and PNG be-
came the heroes in their business, which they still are today. But then, 
new formats with better compression rates were developed: 2000 (JP2, 
JPEG 2000, Joint Photographic Experts Group), 2009 (JPEG XR, Micro-
soft), 2010 (WebP, Google).
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Today, the majority of browsers support WebP. Safari can deal with JP2 
and — if you have to — IE can stomach JPEG XR. Luckily, all those differ-
ent formats can be passed to the browser with a straight HTML5 ele-
ment: <picture>. Simply add sources for all those different file types. 

<picture> 
  <source srcset=”/images/image.webp” type=”image/webp”> 
  <source srcset=”/images/image.jp2” type=”image/jp2”> 
  <img src=“/images/image.jpg“ type=“image/jpeg“> 
</picture>

Videos had a similar development. Over time, a lot of video formats 
emerged, were extended, and later, in some cases, dropped. Today, 
most videos are stored as MP4, published in 2001 by Moving Pictures 
Expert Group. Many advancements have been made since then. Along-
side new file formats like OGV (2003) or WebM (2010), a good deal of 
video codecs were developed: HEVC (2013, MPEG), VP9 (2013, Google), 
and AV1 (2019, Alliance for Open Media). 

WebM is currently the strongest player, but not supported by all brows-
ers. So, similarly to pictures, you have to offer different media. And the 
browser will pick the suitable format.  

<video>  
   <source src=”/videos/video.webm” type=”video/webm”>  
   <source src=”/videos/video.mp4” type=”video/mp4”>  
</video>
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The best picture size: perfectly adjusted to the respective screen

Display sizes are very varied: typically the width ranges from a few hun-
dred pixels (394 × 324, Apple Watch) to a few thousand (3840 x 2160, 
4K display). And you surely want the most crisp and detailed image on 
all devices and screens. The lazy solution: use the biggest image 
everywhere and let the browser scale down as needed. 

While this solves the demand for display quality, performance is gone on 
small devices. An Apple Watch needs 127,656 pixels to fill the screen, 
but you deliver a 4K image. 8,294,400 pixels. 6,497 % overhead. 
You want to avoid that and deliver different sizes depending on screen 
resolution.

The solution is baked into the aforementioned <picture> tag. 
Simply expand the srcset and specify all available sizes of the picture. 
Additionally, you have to specify the required screen dimension 
depending on media queries. In responsive design, the layout is usually 
width-constrained. Accordingly, the sizes are specified by width. 

Again, support for videos is similar. Add a media query to provide a hint 
of the intended source usage.

<picture> 
   <source srcset=”large.webp 2048w, medium.webp 1024w, small.  
 webp 512w” sizes=“(min-width: 36em) 33.3vw, 100vw“ type=“im 
 age/webp“> 
   <source ... /> 
   <img src=”/images/image.jpg” srcset=”...” sizes=”...” 
 type=”image/jpeg”> 
</picture>

<video>  
   <source src=”/videos/video.mp4” type=”video/mp4”>  
   <source src=”/videos/video.webm” type=”video/webm”>  
   <source src=”/videos/video-wide.mp4” type=”video/mp4” 
 media=”min-width: 640px”> 
   <source src=”/videos/video-wide.webm” type=”video/webm 
  media=”min-width: 640px”>  
</video>
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A short file type guide. 

Images:

  GIF: 8 bit, only 256 colors, but transparency and animation. Lossless 
compression. Good for graphics with a limited number of clear pure 
colors. Legacy.

  JPEG: The most used image file format. 24 bit, 16 million colors. Lossy 
compression. Best for photos with real-life scenes and smooth color 
and tone progression.

  PNG: Up to 48 bit, transparency. Lossless compression. Excellent 
choice for precise color handling. Replacement for GIF.

  SVG: 24 bit, transparency. Best for logos, icons, diagrams. Can be accu-
rately drawn at any size.

  WebP: The new hero. 24 bit colors, transparency, and animation. Lossy 
or lossless. Compared with JPEG, about 30 % smaller images.
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Videos:

The video format scene is diverse. You have to distinguish between the 
container (file format like MP4) and actual codec used for encoding the 
video. In the end, the codec is the crucial factor for whether a browser 
can handle a video or not. 

Container:

  MP4: Support for H.264/HEVC, H.265/AVC, AV1 (video) and AAC, ALS, 
MP3 (audio), among other formats. 
Additionally, subtitles and still images.

 WebM: Support for VP8, VP9, AV1 (video) and Vorbis, Opus (audio). 

Codec:

  H.264/HEVC: Universally supported standard. MP4/H.265 should be 
provided as a fallback in any case.

  H.265/AVC: Similar to H.264 but up to 50 % higher compression rate. 
Supported by Safari.

  VP9: Efficient compression (little less than H.265) from Google. Only 
partially supported by Safari.

  AV1: Successor to VP9. State of the art and royalty-free. Supported by 
Chrome, Edge, Firefox.

https://www.smashingmagazine.com/2014/05/responsive-images-do-
ne-right-guide-picture-srcset/

https://developer.mozilla.org/en-US/docs/Web/Media/Formats

https://developer.mozilla.org/en-US/docs/Web/Media/Formats/Image_types

https://www.freecodecamp.org/news/video-formats-for-the-web/



44

jvm.tech

#16 WEBASSEMBLY

WebAssembly, Wasm for short, is a huge deal, as it is enabling deploy-
ment of lower-level language code on the web for client applications. 
Wasm is a binary assembly-like format designed to run on a virtual ma-
chine. It was designed as a target for compilation of traditional, more 
low-level languages like C or C++. Rust is also supported.  

Unarguably, WebAssembly has a lot of implications for the web platform, 
as it’s providing a way to run code at near native speed in browsers.

It does provide a convenient way to reuse existing code or libraries per-
forming expensive calculations right in your web application.

To run alongside JavaScript, WebAssembly provides a set of APIs that 
can be used to load WebAssembly modules into a JavaScript web app. 
This powerful feature allows access to WebAssembly’s sheer perfor-
mance advantage and combines it with other modern web technologies.

https://youtu.be/njt-Qzw0mVY

WebAssembly shines when you need native performance and want to 
deploy to the open web or have a lot of battle-tested c code available 
you want to reuse in your web applications. 

Worth mentioning is the fact that WebAssembly is an open standard 
developed by W3C. It became a recommendation in 2019 and is now the 
fourth “language” of the open web, besides JavaScript, HTML, and CSS.

You can find more information here:

https://developer.mozilla.org/en-US/docs/WebAssembly/Concepts

https://developer.mozilla.org/en-US/docs/WebAssembly/C_to_wasm

https://web.dev/earth-webassembly/

https://developers.google.com/web/updates/2019/12/webassembly

https://youtu.be/njt-Qzw0mVY
https://developer.mozilla.org/en-US/docs/WebAssembly/Concepts
https://developer.mozilla.org/en-US/docs/WebAssembly/C_to_wasm
https://web.dev/earth-webassembly/
https://developers.google.com/web/updates/2019/12/webassembly
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#17 AMP, PERFORMANCE BUILT IN

For 16 episodes we have now bombarded you with tips, tricks, and 
ideas for how you can improve the speed of your web app. You have 
learned about Wasm, PWA, service workers, and many other perfor-
mance-related topics. You even might have put one of our tips to the 
test and made your website a little faster. That’s awesome if so, and 
we’re curious to hear about your success!

But actually, website performance is not something to think about in 
hindsight, but rather something you should consider from the very 
start of your projects. Don’t get us wrong: we know that it can be hard 
to deliver great web experiences on time and within budget.  
However, it doesn’t need to be hard:

https://twitter.com/AMPhtml/status/1258076917971824646?s=20
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There’s a tool for situations in which you want to meet deadlines, have 
fancy animations and interactions, be accessible, and all of that with 
superb Lighthouse scores: AMP.

You might know AMP as the framework for publishers who want to 
build similar-looking news sites just for the sake of landing in Google’s 
top stories carousel and getting an AMP icon on search result pag-
es — and that has been true for a while! To understand why, let’s see 
where AMP came from: AMP’s humble mission was (and still is today) 
to provide a user-first format for web content. Because the user has 
been drastically upstaged by heavy ads, dozens of tracking snippets, 
and other third-party scripts. To fulfill this mission, AMP initially created 
a lot of limitations, the most prominent ones being: 50 KB of CSS as a 
maximum and no custom JavaScript.

Long story short: AMP has evolved since then. A lot. 
The two limitations just mentioned and many others are long gone. 
With the new limit of 75 KB of CSS, there is more than enough space 
to style every page, and with the launch of amp-script you can even 
craft custom interactions for your AMP pages. But what makes AMP 
really shine is its extensive component catalog. As of today there are 
over 150 components you can use to quickly put together awesome 
web experiences. 

https://amp.dev/about/websites/
https://blog.amp.dev/2019/08/21/amp-script-amp-heart-js/
https://amp.dev/documentation/components/
https://www.bmw.com/
https://www.bmw.com/
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Two examples in reference to previous episodes of this series: remem-
ber what we said about PWAs and how a service worker brings them 
to life? Of course you can handcraft your service worker for every proj-
ect of yours, then write the logic to install it. amp-install-serviceworker 
together with the AMP service worker make this a two-line affair. 
We’ve talked about the loading=”lazy” attribute for images. 
Guess who did this three years ago? AMP with amp-img. 

That’s all fun and games as long as your site is built with AMP, and of 
course we know that not all are. And we also know it doesn’t make 
sense for every site to be built using AMP. But still, you might want to 
enjoy the ease of use that comes with its components. Good news for 
you: with Bento AMP, which essentially describes a rewrite of AMP in 
preact.js, all of AMP’s components will be usable as stand-alone web 
components!

To stay up to date we recommend following the AMP Project on Twitter, 
and for further information have a look at amp.dev, which we have 
helped build. And if you need assistance building AMP experiences for 
your business, feel free to reach out.

https://amp.dev/documentation/components/amp-install-serviceworker/?format=websites
https://github.com/ampproject/amp-sw
https://amp.dev/documentation/components/amp-img/?format=websites
https://blog.amp.dev/2019/05/01/amp-as-your-web-framework/
https://twitter.com/amphtml
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#18 BUILDING A WEB PERFORMANCE CULTURE

Web performance is not a product feature that can be easily switched 
on and off: ideally, the entire organization breathes the topic in every 
decision. But how do you achieve this performance culture? 

Clear organizational and product goals

The product team of engineering, infrastructure, architecture, and the 
product owner has to agree on performance as a central product fea-
ture, of course with tendered KPIs. For example: we need to be 25 % 
faster than the competition, or more ambitious goals like a PageSpeed 
score for mobile of 95 % and a First Contentful Paint on 4G under 2 
seconds. Crystal-clear wording is important!
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Educate and create awareness in your company

The most important thing is the personal conversation. A culture is 
made of people, and people will always be the key. In this way, we en-
sure that performance is not a weird tech thing, but something that is 
maintained and supported by everyone in the team. Mindsets need to 
change in order for this to set in. Ideally, this works when you show up 
with first success stories you can celebrate together, for example an 
uplift in engagement or conversion. This culture change takes time, so 
also work on performance training and education with your colleagues.

Performance is part of your workflow

Operationally, the most important item in the list. Integrate a perfor-
mance check into your workflow and build pipeline. There are a number 
of tools available that can be easily integrated into the build pipeline. 

Webpagetest offers 200 free “page loads” per day, and the easiest 
solution is probably the Lighthouse CLI. 

https://www.webpagetest.org/getkey.php

https://github.com/GoogleChrome/lighthouse#using-the-node-cli

https://jmperezperez.com/fostering-web-performance-culture/

https://www.farfetchtechblog.com/en/blog/post/how-to-build-a-performance-cul-
ture-at-scale/

https://medium.com/better-programming/creating-a-web-performance-culture-in-
side-your-team-f00c0d79765f

https://speedcurve.com/blog/web-performance-culture/

https://jmperezperez.com/fostering-web-performance-culture/
https://www.farfetchtechblog.com/en/blog/post/how-to-build-a-performance-culture-at-scale/
https://www.farfetchtechblog.com/en/blog/post/how-to-build-a-performance-culture-at-scale/
https://medium.com/better-programming/creating-a-web-performance-culture-inside-your-team-f00c0d79765f
https://medium.com/better-programming/creating-a-web-performance-culture-inside-your-team-f00c0d79765f
https://speedcurve.com/blog/web-performance-culture/
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#19 THE PERCEPTION OF PERFORMANCE

Do milliseconds and kilobytes make the difference?

In the previous articles on performance, we have heard a lot about 
technical refinements to increase performance. Now we would like to 
take a slightly different point of view on this topic — from the perspec-
tive of user experience and perceptual psychology.

Nowadays, we expect to be able to access digital services immediately, 
anytime, anywhere. Stocky animations, long response times, or static 
loading screens feel almost unbearable. On the other hand, time goes 
by in a blink when we watch the trailer of the long-awaited blockbuster, 
for example. In short: staring at a loading screen for 20 seconds feels 
much longer than watching a video that also has a length of 20 sec-
onds. This example already indicates that humans are pretty bad at 
estimating time spans. In addition, the perception of time depends on 
many factors, such as age, time of day, stress levels, and cultural 
background.

Hence, when we talk about performance and the perception of speed 
and time from the user experience perspective, we are not so much 
talking about milliseconds or kilobytes. It’s not about objective units of 
computation. It’s all about the subjective perception of the user — the 
so-called “brain time”.

“Make sure that your digital product feels fast”
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But why is the perceived time for digital products so important? Speed 
and performance are essential components of a good user experience. 
If users perceive a digital product or service as slow and sluggish, they 
have a negative user experience. Even a slight delay in the page load-
ing of an online shop can lead to a loss of conversions, higher bounce 
rates, or a negative perception of a brand. That’s why perceived speed 
is so important and why we must primarily make sure that the digital 
product feels fast.

And of course, performance is also about milliseconds and kilobytes. 
Especially in the case of micro-interactions. Response times of less 
than 100 milliseconds are essential to ensure that the user does not 
notice any unpleasant delay. The maximum response time for immedi-
ate action is under one second. Delays in this interval are noticeable, 
but are usually tolerated, since it is usually the response time during a 
human-to-human conversation.

Why distractions and mental activity enhance performance

Every event, in our case an action that takes place in a digital project, 
can be categorized into a passive and an active phase. In a passive 
phase, such as loading a web page, the user has no control over the 
pause time. The passive phases are generally negatively viewed. In ad-
dition, people tend to perceive passive phases as being approximately 
36 % longer than active phases. Active phases, on the other hand, are 
characterized by mental activity of the user.  
A good example is playing a quiz. The time flies by here. And things 
get even better. Most people do not perceive active waiting as waiting 
at all. 

“People tend to perceive passive actions as being  
approximately 36 % longer than active actions”

If technological performance increases can only be realized with very 
high costs and considerable effort, one might first try to improve the 
subjective perception of speed by converting passive phases into active 
phases. In a nutshell: we need to keep the users mentally busy or  
distract them.
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Can’t wait …

The simplest mechanics are loading spinners or progress bars. They 
distract from the actual passive waiting. Loading spinners have the dis-
advantage, however, that they neither indicate how much remains to be 
loaded, nor how much is actually being loaded. How many times have 
we stared at happily rotating loading spinners while the system had 
come to a standstill for a long time? A period of uncertainty followed. 
Progress bars fulfill this kind of expectation management because the 
user can estimate how long they have to wait. The combination of 
progress bars and emotive loading animations that tell, for example, 
short stories with suitable content, works much better. 
The best are loading screens that even include interactions.

Beautiful, narrative animation for a loading spinner for a coffee shop 
(Animation by Ted Kulakevich). 
https://dribbble.com/shots/9361444-2020-Covfefe

Loading screen animation with interaction. 
http://opencontinents.com/
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One outstanding example is the “Practice arena” of the “FIFA” comput-
er game series. While the game is loading in the background, and this 
takes quite a while, the user can already practice penalty kicks playing 
a mini-game. The distraction is so perfect that most players do not 
even realize that this is just a loading screen.

Another popular mechanism to make the loading times of computer 
games bearable are short pieces of textual additional information in 
addition to a spinner. These texts often contain hints that might be 
useful for the next level. 
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Back to the web, though: flight search engines, for example, often 
show additional information during loading that explains what “complex” 
processes are running in the background. For example: how many air-
lines are checked? How many airlines have already been asked?, etc. 
They not only increase the entertainment value, but also enhance ac-
ceptance of the unwanted pause. Because, apparently, the system is 
very busy finding the cheapest flights. Right?

Vimeo Skyscanner

Video portals like Vimeo or YouTube frequently struggle with time-con-
suming uploads. For them, the bottleneck is not their own infrastruc-
ture, but the user’s Internet connection. So you can’t improve the pro-
cess from a technical point of view. Nevertheless, they have found a 
charming way to subjectively shorten the loading time. They let the 
user enter the metadata for the video during the sometimes very 
long-lasting upload, thus avoiding the unpleasant feeling of wasted 
time.
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A glance into the future

Another way to improve the perceived performance is to instantly show 
dummy content. Many digital platforms use the skeleton pattern for this. 
While waiting for the actual content, light grey placeholder boxes are 
usually displayed at the exact positions where the real content will be 
placed later. This provides cognitive distraction and reduces transition 
anxiety. The user can anticipate what to expect next. Additional anima-
tions of the dummy content also give the user reassuring feedback, in-
dicating that the content is continuing to load in the background. To en-
hance the positive effect, the animations should be slow and steady.

Cheating the user with optimism

Besides the numerous possibilities to keep the users busy or distract 
them, I would like to mention optimistic actions. We shorten the per-
ceived duration of time a process takes by stating that a process has 
been completed even though it has not yet actually been completed. 
This sounds confusing, but it is actually quite simple. Let’s imagine that a 
user wants to flag an article with a “Like”. After clicking the “Like” but-
ton, there will be immediate visual feedback that the “Like” was suc-
cessful. In fact, the process is still continuing in the background, and re-
peats until it is successfully completed.
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This action is also called an asynchronous action. This makes the inter-
action feel incredibly fast. If the action was not successful afterwards, 
the user gets an error message. This kind of “cheat” of course only 
makes sense if the actions are of rather low importance and we can ad-
ditionally assume that the action will be executed successfully in most 
cases. For critical actions such as purchase processes we would advise 
not to use optimistic actions.

Improve performance significantly or not at all

The Weber-Fechner law from the field of psychophysics states that a 
change is only perceived by the user above a certain threshold value. 
This threshold is called “just noticeable difference” (JND). This applies to 
all sensory perceptions — but also to the perception of time. 

If you examine time periods of less than 30 seconds — and thus 99 % of 
the time periods occurring in digital services are covered — the temporal 
performance increase should be at least 18 % in order to be recognized 
by the user as a positive experience at all. It should therefore be care-
fully considered whether a high technical effort for a minimal perfor-
mance improvement is even worth it. On the other hand, this also 
means that if the code slows down by 18 % — due to the fact that the 
service has been enhanced with additional features — the user will not 
be negatively affected. This is called “regression allowance”.

“The temporal performance increase should be at least 18 %” 

One thought to finish: if the performance of your own product is similar 
to that of a competitor’s product, you should consider sacrificing some 
performance in order to make your service more reliable, easier to use, 
or enriched with new features. The user will appreciate the qualitative 
added value compared to the slight loss of speed.
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Accelerated performance can make your product worse

But watch out. Sometimes users already have certain expectations 
regarding services. Accelerated and high-performance processes can 
confuse users and reduce their confidence in a service. You can find 
examples of this in the financial world, where trust and security are 
important quality features. According to the maxim “quality takes time”, 
it is sometimes advisable to slow down processes intentionally in order 
not to interfere with users’ learned experiences. Users are used to the 
fact that important services in the real world take their time and are 
prepared for a certain waiting time. If this waiting time is missing, the 
user quickly becomes insecure and asks themself whether the service 
meets their quality requirements. A process that functions too well 
could therefore be more destructive than a slower process.
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#20 THE SPEED OF USE

In the previous article “The Perception of Performance”, we found out a 
lot about the human perception of time and speed regarding digital 
products. But what about performance in terms of speed of use?

Speed of use is a characteristic of usability that describes the minimum 
amount of time the user needs to perform a particular task. For exam-
ple, a streamlined, fast purchase process within a few steps is a good 
example of fast usage speed. Simple and learned reception of informa-
tion by the user also plays an important part in this topic. The speed of 
use therefore significantly determines the performance of a digital 
product.

Users are lazy and hate inconvenience

The model of human movements developed by Paul Fitts in 1954 to 
quantify the difficulty of selecting a target plays an important role in 
modern interfaces. In other words, the faster and easier the user is able 
to reach and select the required interaction areas within a user flow, 
the better-performing the entire user interaction will be. 
When designing the interface, it is therefore important to arrange the 
interaction areas in a user-friendly order. The mouse or finger move-
ments should not have to travel long distances and the interaction 
surfaces (whether visible or not) should be enlarged to the maximum so 
that even inexperienced users can easily interact with them. 
A whole range of natural gestures like swiping or dragging can be used 
on mobile products in particular. And, of course, the generally known 
“Thumb Zone” — this is the area that can easily be reached with the 
thumb on a mobile device — should also be taken into account when 
arranging the most important interaction modules in order to avoid 
muscle tension.
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Users are afraid of decisions

The more options the user can choose from, the longer it takes to make 
a decision. This insight is stated by the Hick-Hyman Law. 
This is of crucial importance for user flows that the user passes through 
for the first time or infrequently. Reducing the number of choices reduc-
es the user’s fear of making the wrong decision. In cases of user flows 
that the users experience frequently, e. g. a regularly used shopping 
app, the findings postulated by Hick and Hyman are relativized. The user 
will learn the processes, lose the fear, and make decisions faster  
— usually the same ones. In the case of more complex processes, it is 
often not possible to reduce the number of choices. Here, it makes 
sense to present the various choices sequentially, i. e. one after the 
other. This reduces the time and also the psychological strain that the 
user needs to make a decision.

Where is the message?

The arrangement of interaction elements is important in order to 
achieve a faster speed of use. But what about the information convey-
ing content? For example with descriptive copy? Is it possible to improve 
the speed of use here as well? 

Two studies by the Nielsen Norman Group provide interesting facts: 
Users only read about 20 % of the copy on an average website. And 
precise, scannable, and objective copywriting improves usability by 
124 %. But what exactly does that mean? In order to get the information 
as quickly as possible, it is important to arrange the content in the best 
possible way. Of course there is no universal concept for content ar-
rangement, because the requirements of digital services are too differ-
ent. But there are patterns the user has become familiar with and in 
which they quickly find their way. The Gutenberg diagram is worth 
mentioning.
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It is more suitable for text-heavy content and divides the layout into 
four quadrants. The main areas of interest are top / left and bottom / 
right, as the user’s attention follows an axis of orientation known as 
reading gravity. This means that the attention does not follow a straight 
line when quickly scanning through the content for information, but 
rather “falls” from left / top to right / bottom.

The results of eye-tracking studies revealed another generally valid 
pattern: the F-pattern.  
The studies show that the eyes move from left to right at the top of 
the page. The further the user moves down e. g. on a web page, the 
more the horizontal movement decreases and the eyes stay closer to 
the left edge. This means that the most important information should 
be at the top and left of the page. It is most visible there. The first 
paragraph should always express the most valuable details and head-
lines and sub-headlines should start with the most relevant words.
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But the content of the texts should also follow a specific system. 
The Skim & Scan method has proven itself for fast speed of use. 
The text modules — especially the headings — should be written in such 
a way that the user can quickly understand the content while skimming 
over it. This enables the user to grasp the relevance of the content 
more quickly. On the other hand, it should also be possible to scan 
texts easily so that the user can find the content they are looking for 
more quickly. Therefore, it is important to place the most significant 
keywords within the headlines in an easily understandable way. 
Each paragraph should also deal with only one topic, so that the user 
can skip over irrelevant sections completely and does not miss any 
important information.

Even though users have become quite familiar with reading on screens 
in recent years, reading on digital devices is still much more demanding 
than on printed paper. For this reason, longer texts should regularly be 
broken up by pictures or illustrations and divided into easily digestible 
paragraphs. And, of course, whenever possible, reduce the number of 
words and avoid unnecessary and empty phrases to increase the 
speed of use.
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Universal everything

Since digital products and services have become mainstream, designers 
and developers have tried many different solutions to improve speed of 
use and user mobility. Over the years, the most successful solutions 
have become patterns that users understand intuitively today. These 
patterns work because users have learned them through frequent use. 
The best known patterns are e. g. the underline of a link, the burger 
menu, etc.

Designers keep looking for innovative alternatives — innovations that 
add value for the user. The most successful innovations are usually a 
combination of existing user experiences and new ideas. However, the 
self-purpose of “wanting to be different” is usually not rewarded with 
success.

The consistent use of patterns is important in order to increase the 
speed of use and to guarantee the user a simple and continuous user 
flow. A differentiation should be made between external and internal 
consistency — external consistency is the use of generally accepted pat-
terns that are in line with similar products outside of the product’s own 
design and therefore meet the expectations of the users. 
Internal consistency, on the other hand, refers to the consistent use of 
interaction patterns within a digital service and product to create a 
seamless user experience for multiple internal user flows. 
Internal inconsistencies annoy users and make the product unusable, 
unprofessional, and underperforming. 

Universal patterns are a blessing and a curse at the same time. 
On the one hand, you can increase the performance and usability of the 
site and reduce development costs by using universal patterns. 
On the other hand, there is also the great risk that digital products 
become too similar in their appearance and functionality and that 
brands lose their uniqueness and appeal. Therefore, it is important to 
always keep an eye on the brand positioning and its values despite all 
performance increases.

PERFORMANCE CREATES MOMENTUM!
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